Medical guideline as prior knowledge in electronic healthcare record mining
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Abstract

We investigate the possibility of two–step approach to electronic healthcare record mining, in the context of analysing the compliance of healthcare practice with standards formulated in medical guidelines. Non–compliance patterns detected in the process of guideline–based data pre–processing provide additional attributes for subsequent association rule mining. The approach has been preliminarily tested on databases of hypertensive patients from different Czech hospitals. It should help reveal causes of frequent non–compliance; its sensitivity however depends on the quality of guideline formalisation, on the eligibility of patients for the given guideline, and on the coverage of datasets.

1 Introduction

From the point of view of data mining, the medical domain hosts the nearly full variety of known forms of data: relational as well as texts and images. An ubiquitous type of data is the electronic healthcare record (EHR) maintained by physicians for their patients. Although the most advanced EHR systems accommodate even multimedia data, most are still written as free text. However, there is an increasing pressure on (and even interest of) the physicians to move towards the structured, database representation of the real EHRs. This gradually makes the application of the mainstream data mining techniques possible.

The generic analysis of the EHRs themselves can reveal useful ‘nuggets’. We are, however, interested in a more focused analysis, which also takes into account prior knowledge in the form of medical guidelines. The tasks then shifts from pure data analysis to the analysis of compliance with the guidelines.

In section 2 we introduce the notion of medical guideline and the task of compliance analysis, including the way how the non–compliance patterns can be detected in data. In section 3 we present the ongoing work on a hypertension application. In section 4 we review some related work. Finally, in section 5, we summarise the content of the paper and outline the perspectives for the future.

2 Analysis of compliance as data mining task

Medical guidelines are text documents containing various sorts of recommendations for the diagnosis, treatment and prevention of particular diseases. They are usually formulated in a discussion of a group of experts, and thus express a kind of consensus among different opinions. The final user of the guideline is typically a physician (general practitioner or specialist); in practice s/he is not forced to obey the guideline but it should help him/her to avoid the most common and/or most critical mistakes. Attention is currently paid to the formalisation and subsequent computational processing of the guidelines. 

The most common task related to computerised guidelines is online support of the physician in the course of decision–making.  In such applications (e. g. the Stanford–based EON system [6]), detection of previously unspecified decision situations is assumed. This requires a complete, general and extremely sophisticated operationalisation of guideline knowledge. Still, problems resulting from the ambiguity of knowledge have be solved by means of queries to the user.

A different task, which is discussed here, is the posterior comparison of actions undertaken by the physician (and reflected in the EHR) with the content of the guidelines, to say the analysis of compliance. The core of the task lays in statistical analysis of frequently occurring deviations from the guidelines. For the purposes of large–scale, retrospective, compliance analysis, an approach consisting in prior construction of a fixed set of non–compliance patterns seems to be more efficient. The same type of analysis will then be applied repeatedly, with limited human intervention, since compliance analysis is not safety–critical.

Posterior interpretation of the results is, obviously, of crucial importance, and should be carried out by multiple medical experts, to eliminate subjective bias. The interpretation, which may also take into account the text of the guideline, can attribute the particular pattern to one or more of the following:

· Non–compliance in the narrower sense: the physicians deviate from the recommended healthcare scheme, without a plausible reason. This may occur in particular with general practitioners who may not closely follow the developments in the field.

· Imperfect guidelines: this is the somewhat opposite situation – due to the lengthy process of preparing the guidelines, they may be outdated, and the ‘best practice’ may be meanwhile disseminated via invisible college; this leads to quite desirable apparent non–compliance.

· Adaptation to local conditions: some deviations from the guidelines (in particular those with broad target audience) are appropriate so as to comply with local conditions; see [2] for discussion on localisation problems.

· Error in the guideline text: although the guidelines are prepared very carefully, an error may still find its way to the final text.

· Wrong formalisation: formalisation of a medical guideline is an error–prone process, apparent non–compliance patterns may arise in this way.

Rather than interpreting bare non–compliance patterns, it seems to be useful to associate them with timeless patient data, using the technology of association rule mining [10]. This could directly reveal whether the non–compliance is attached to a particular group of patients, such as those having a certain clinical condition, having certain age, or  attending a particular physician. From the KDD viewpoint, the identification of non–compliance patterns can be characterised as data pre–processing (namely, augmenting) preceding the actual data mining step. At Fig. 1, the structure proposed for the whole stepwise process is shown.

3 Case study from the hypertension domain

3.1 XE "Guidelines on Hypertension Treatment and the Compliance Analysis"Guidelines on hypertension treatment and compliance analysis

Hypertension treatment is a medical task in which patients are observed for a long period, measurements (in particular, of blood pressure) are repeatedly taken, and activities (most often drug administration) are carried out. Since the variety of key concepts in the domain is relatively small, the collection of non–compliance patterns is quite manageable. The following generic patterns have been identified:

· omission to start the drug therapy despite its indication, or unexplained interruption of the therapy

· omission to change the drug or increase the dosage despite the lack of response

· change of therapy despite good response

· administration of a contraindicated or less preferable drug (with respect to the characteristics of the patient)

· planning the next visit for a more distant date than appropriate.

Among several national and international standards on hypertension treatment, we chose the 1999 WHO/ISH Guidelines for the Management of Hypertension [1]. The document has been submitted to a careful text analysis, using a step–by–step methodology based on XML mark–up [12], the significant knowledge elements have been identified, and verified in collaboration with physicians.

3.2 XE "Modelling Non-Compliance Using the OCML Language"Modelling non–compliance using the OCML language

OCML, the Operational Conceptual Modelling Language [5] has been developed at the Knowledge Media Institute of the Open University, UK. It is destined for formalisation and operationalisation of knowledge models such as ontologies or problem–solving methods. Its representation combines a relational approach with object–oriented approach and with basic procedural constructs such as loops and conditioning. The OCML inference engine, which serves for evaluation and execution of models, combines three main strategies:

· theorem–proving analogical to Prolog, including backtracking on failure

· inheritance of attributes along class hierarchies

· procedural calls to the functional language CommonLisp, on the top of which the OCML engine is running.

In our previous work [14], we have developed a library of data structures, procedures and functions that correspond to constructs (and ways of their evaluation) typically occurring in guidelines. For the purpose of compliance analysis with respect to [1], we have refined the relevant elements of this library according to the semi–formal representation of guideline knowledge. The OCML environment is favourable for comfortable specification of non–compliance patterns, since a large part of the programming effort consists in conceptual modelling: declarative specification of classes, relations and functions. In this way, patient states have been specified as conceptual and temporal abstractions of EHR data, and have been associated with the recommendations of guidelines. The resulting OCML code contains declarative descriptions of states, recommendations and auxiliary concepts, as well as procedural structures for testing the compliance for a given patient. See Fig. 2 for sample definitions underlying therapy decisions (drug definitions and their preference ordering).

A simple interactive tool for viewing and online testing of the declarative knowledge base has also been created (again, in OCML). The implemented algorithms are fine–tuned to the particular medical problem; due to the declarative nature of the OCML language, they can however be relatively easily adopted to another problem (to say, to another guideline). Fig. 3 shows a fragment of HTML protocol containing all ‘events’ concerning the selected patient including the actions recommended by the guidelines.

3.3 XE "The Impact of the Data Model"Problem of data adequacy and coverage

In order to verify the plausibility of the compliance–analysis methodology, we have examined four cardiology datasets available at the EuroMISE Centre – Cardio (Prague, Czech Republic). Datasets I and II originated from the General University Hospital, Prague (GUH), while datasets III and IV have been provided by regional hospitals. They differed in their format as well as in coverage of clinical parameters. Even more seriously:

· Dataset I was a result of longitudinal study rather than of regular patient management. The scope of clinical parameters recorded was therefore higher, but the large granularity of visits (usually 1 year) was misleading for procedures considering the temporal aspects of treatment.

· Dataset III was collected in the context of a clinical trial of a single drug. Although the time granularity was satisfactory, the adequacy of the dataset was again low since the restricted therapeutic choice might influence other aspects of patient management, too.

· Dataset IV was a collection of one–shot records (one visit per patient), which disqualified it completely.

Although the compliance–analysis software has been run on each of the four datasets, it was thus only dataset II that could yield valid results. Note that all datasets originated from specialised clinics rather than from general practitioners; the latter should however be the ultimate target of compliance analysis.

The possibility to detect the particular non–compliance pattern is also closely related to the content of the EHR. At the EuroMISE Centre – Cardio, a new data model for cardiology is currently being developed, with the aim of assuring the collection of cardiological data with high quality and accuracy, over a long period of time. The model is based on the criteria defined in [3]: objectiveness, reliability, validity, norming, comparability, economy and completeness. The existing (EHR and other) databases are being described with respect to the new model. Moreover, the new databases are designed in a way maximizing the above criteria. The feature of the model, which is of primordial importance for the analysis of hypertension guidelines compliance, is the requirement of including, with every drug ordering, the indication (expressed using the ICD – International Classification of Diseases) for which the ordering is intended. This will enable, among other, to distinguish the mere ordering of less preferable hypertension drug from the (justified) ordering of a drug that is less preferable for treating the hypertension with the current patient but has positive effect on another important clinical condition.

3.4 Mining for associations in dataset II

Dataset II contains information about approx. 160 patients. However, due to the lengthy, semi–manual process of data acquisition (partly from free text) and cleaning, the collection used for our first compliance–analysis experiments was limited to 23 patients only. The results obtained could thus merely serve as illustration of the methodology rather than as valid knowledge discovered.

As attributes for the data mining task, we took into account:

· Blood–pressure observations: severity of hypertension at the start of treatment and success/failure in lowering the blood pressure.

· Risk factors such as age, sex, family history, cholesterol level, diabetes, smoking or retinopathy, plus the number of risk factors as derived attribute.

· Predefined non–compliance patterns (NCPs), namely: continuation of the same therapy despite the lack of response; change of therapy despite good response, administration of a drug  with possible contraindications, and planning the next visit for a more distant date than appropriate.

In the next phase, we have binarised the attributes and filtered out those present in more than 75% or less than 25% of cases. This resulted in a reduced set of  eight binary attributes, of which three corresponded to NCPs. Since we were interested in associations over these patterns, we have built the 24 contingency tables of NCPs wrt. other attributes, as well as the three tables for pairs of NCPs.

Table 1 displays the contingency table relating the pattern of continuing the therapy (despite the lack of response) to the distinction of patients having at least two risk factors. If the absolute values in the table (computed from a larger sample of data) were greater, such distribution of relative frequencies might suggest the implication relation >=2 RF 
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 Cont.Ther., to read, ‘for patients with several risk factors, the therapy often (namely, with confidence over 70%) remains unchanged despite the lack of response’. Among the 27 contingency tables, three suggested associations of this sort; however, drawing any conclusions from such a small sample of data size (never mind possible errors in data preparation and guideline formalisation) would be entirely speculative.

4 Related work

Papers describing the exploitation of medical guideline knowledge in the compliance analysis  setting are relatively rare, since most research in the field is oriented on knowledge representation issues and on the online decision support functionality. Recent studies dealing with compliance analysis are represented by [4], [8] and [11].

Marcos et al. [4] have performed a low​–scale but thorough study on the compliance with short–term protocols (to say, a particular form of guidelines) in the domain of neonatal jaundice treatment. Medical experts were asked to provide solutions for a set of cases, and their suggestions were manually compared with those provided by the formalised protocol. The interpreted outcomes of the project were in accordance with our categorisation of compliance–analysis results: some ‘non–compliance patterns’ were identified as local deviations, some as potential gaps in the protocols, and some as artefacts of imperfect protocol formalisation. To the difference of our methodology, the interpretation was however carried out for individual cases of non–compliance  rather than for frequent patterns. It is worth mentioning that it was the fact of ‘guideline critiquing’ being hard to automate (concluded by the authors of  [4]) that led us to base the compliance analysis on predefined patterns.

Persson et al. [8] have, similarly to our project, focused on hypertension treatment guidelines. In this study, the medical profiles of more than 300 patients have been evaluated, and several important non–compliance patterns, concerning the drug treatment, have been revealed by means of a rule–based decision–support system. However, unlike our approach, the knowledge extracted from the guidelines missed the temporal aspect of the treatment (reflected in the patient data), and concentrated purely on the drug selection problem.

Seroussi et al. [11] describe an experiment with a more complex setting, where the knowledge extracted from the (cancer–treatment) guidelines was presented to the physicians in the form of a decision tree, together with the actual patient data. The degree of compliance with the guideline knowledge before and after such confrontation was then statistically measured. Again, this approach misses the direct association with the patient data. Instead, all patient states considered (including the pathology history) are exhaustively listed in the large tree structure.

5 Conclusions and future work

We have suggested a methodology for using the content of medical guidelines as prior knowledge in electronic healthcare record mining, or (from another point of view) for using mainstream data mining techniques for enhancing the process of compliance analysis. We have developed an original, conceptual–modelling–based toolset for the first phase of the methodology, consisting in the identification of non–compliance patterns in the data. The second phase consists in applying association rule mining on both the original data and the newly discovered patterns. The third phase consists in result interpretation by medical experts, in connection with the underlying guideline text.

A pressing problem to be solved in the future is the loss of temporal and multiplicative characteristics of non–compliance patterns. They are currently not distinguished with respect to their position in the sequence of visits, and thus extremely coarse–grained. For example, administration of a contraindicated drug is considered as the same pattern be it at the beginning or in later phases of treatment, and irrespective the times it occurred for the same patient. Clearly, frequency–based aggregation of patterns with different temporal and multiplicative characteristics will not be trivial.

We also want to pay attention to the provision of adequate databases. First, the patient records should satisfy all (even implicit) eligibility conditions of the given guideline document; with respect to the WHO hypertension guidelines, it should be, ideally, records on regular, long–term primary care, including the initial hypertension diagnosis, and unbiased in the choice of the therapy. In order to established systematic links between the EuroMISE centre and general practitioners (in view of motivating them to provide the content of their datasets for research purposes), a comfortable web–based interface to computerised WHO guidelines has been developed [7]. Second, the databases should conform to the new data model mentioned in section 3.3. By the time the model is fully deployed, information extraction could also be used to alleviate some part of the burden of manual data preparation from free–text records.

In order to fully automate the association rule mining phase (which will be necessary as soon as larger amounts of data are obtained), we are going to use the existing implementation of four–fold table mining software developed at the authors' workplace [9]. The implementation uses the GUHA approach to statistical association rules mining [10], which is based on deep theoretical grounding, but at the same time offers several important features needed in real–life applications, such as performance optimisation and ability to cope with missing values (the latter is of particular importance with respect to the EHRs).

The problem mentioned in section 2 is the risk of artefacts of wrong formalisation. Although the formalisation has been done in cooperation with medical experts, we still feel that some of the ‘non–compliance patterns’ fall to this category. To eliminate this problem, we plan to revisit the formalisation process with the help of a newly developed step–by–step mark–up editor [13].
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Fig. 3: Fragment of a protocol on compliance analysis
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Fig. 1: Diagram of the overall compliance analysis process





Table 1. Example of contingency table between a non–compliance pattern and a patient characteristic.
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(def–class drug ()


((description)


 (has–number)(has–indications)(has–contraindications)))





(def–instance hygroton drug ((description "hygroton")(has–number 1)


(has–indications df–heart–failure df–elderly–patients


df–systolic–hypertension)(has–contraindications df–gout)))








(def–relation drug–sort–order–relation (?x ?y)


:iff–def


(and (drug ?x) (drug ?y)


 (or (< (num–contraindication–factors ?x)


        (num–contraindication–factors ?y))


   (and (= (num–contraindication–factors ?x)


           (num–contraindication–factors ?y))


        (> (num–indication–factors ?x)


           (num–indication–factors ?y)))


   (and (= (num–contraindication–factors ?x)


           (num–contraindication–factors ?y))


        (= (num–indication–factors ?x)


           (num–indication–factors ?y))


        (< (the ?a (has–number ?x ?a))


           (the ?b (has–number ?y ?b)))))))





Fig. 2: Fragment of OCML code determining the drug therapy








1

_1082629563.unknown

_1082467448.psd

